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Technology in the  
Time of Coronavirus

During the dark and disorienting days of the COVID-19 
pandemic, it has been important not to lose sight of 
the exciting developments occurring on the technology 
horizon. One such development is so-called edge 
computing, which experts say will have as great an 
impact on our world as cloud computing has. 

The ability to process data in nearly real time – 
using micro data centers close to where the data is 
generated, out on the edge of a network, without 
having to send it all the way to a distant cloud for 
analysis – creates tremendous potential for everything 
from driverless cars to “work from home.” One 
particularly vivid example among those described in 
this issue’s cover article: Data collected by biometric 
sensors could provide warning signs of a stroke in time 
for the person to call an ambulance.

Edge computing has many potential applications in the 
medical field. In fact, as G.H. Rao explains in “The Final 
Word,” edge computing could even play a significant 
role in managing future pandemics. 

Another article in the issue deals with something 
that many of us, working from home during the 
pandemic, have come to know well. It’s the story of the 
development of Microsoft Teams – told by the leader of 
the team that developed the collaboration app.

The issue also includes articles describing one 
company’s bet on 5G technology; how AI is making 
call centers more human; and a protocol that makes 
data harder to steal and easier to share. Plus, there’s an 
interview with Tom Davenport, a leading AI expert, who 
offers some good advice for enterprises on how to go 
about integrating AI into their organizations.

All in all, it’s an issue with intriguing ideas that serve as 
multiple lights at the end of the coronavirus tunnel – a 
tunnel that has affected us, in often tragic ways, but  
doesn’t define us. There’s just too much to be excited 
about for that.

Paul Hemp 
Editor-in-Chief

Contact Us

100%



Great engineering is all about
phenomenal product experiences

Renew your focus 
on engineering

www.hcltech.com USD 10 billion 159,000 ideapreneurs 50 Countries

Visit us



Cover Article



COMPUTING 
EDGE

It’s a dilemma faced by many businesses: 

How do I get the benefits of processing 

and storing data near where it’s 

created and used—benefits like speed, 

scalability, and security—while still taking 

advantage of the economies of scale 

and other benefits the cloud offers?

The challenge is particularly acute for 

companies whose business models 

require low latency or high bandwidth, 

to enable the delivery of data in as close 

to real time as possible. 

These companies don’t want to send 

their data traveling to distant cloud 

data centers and back before it can be 

consumed. But they don’t want to return 

to the old limitations of on-premise data 

centers, either. Nor can their latency-

sensitive, resource-hungry, bandwidth-

intensive applications run well on mobile 

devices that lack significant compute 

power.

The solution to this dilemma? Process 

large amounts of data using an additional 

layer of substantial computing and 

storage resources located close to the 

network edge – that is, edge computing. 

 

Edge computing is not a substitute for 

the cloud, but an enhancement of it. 

Instead of, or in addition to, sending 

data to large data centers in remote 

locations, edge computing will process 

much of the data locally, using a mesh 

of small but powerful server and storage 

nodes—micro data centers—just one or 

two Internet hops away from the “last 

mile.” In this sense, it is a manifestation 

of so-called fog computing, which 

“brings the cloud closer” to IoT sensors, 

smartphones, and other devices that 

generate or gather large amounts of 

data. (It’s worth noting that the term 

edge computing, as it gains currency as 

a buzz phrase, is often used to describe 

situations that fall outside this strict 

definition.)
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PUT
DGMOVES FRONT
AND CENTER

THIS TECHNOLOGY, STILL IN ITS EARLY 
STAGES, IS LIKELY TO HAVE AT LEAST AS 
GREAT AN IMPACT ON BUSINESS AND OUR 
LIVES AS THE CLOUD HAS. By Fawn Fitter
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Currently, edge computing is still 

nascent. Because there hasn’t yet been 

widespread proliferation of micro data 

centers and the creation of a widely 

available edge infrastructure, there 

are few active use cases. However, 

by shortening the distance data must 

travel, thereby decreasing latency and 

unpredictability, it will be at least as 

disruptive as the cloud itself has been. It 

will create opportunities for businesses 

in a wide array of industries—such 

as transportation, healthcare, and 

gaming—that measure network lag in 

fractions of a second. Edge computing’s 

potential to better manage pandemics 

like COVID-19 is particularly enticing. 

(See “Edge Computing as a Treatment 

For Pandemics,” on page 62.)

“Cloud providers are constantly running 

short on connectivity, with the average 

cloud consumer experiencing 100 to 125 

milliseconds of round trip latency,” says 

Mark Thiele, formerly an executive at 

Ericsson’s Edge Gravity unit and now 

CEO of Edgevana, a startup involved 

in the selling and buying of edge and 

data-center services. By speeding up 

that process, “edge computing has 

the potential to differentiate how you 

engage with your customers – whether 

it’s pure performance, more engaging 

content, deeper content level, or 

smarter interaction as you go about 

your life.” 

Furthermore, as more micro data 

centers for edge computing spring up 

around the world, we’ll be able to gather 

and act on more types of data in more 

locations in less time, for purposes 

ranging from improving farming to 

fending off natural disasters.

THE BIRTH OF EDGE 
COMPUTING
To understand the potential impact 

of edge computing, it’s necessary to 

understand the evolution of the Internet 

itself. Originally conceived as a military 

project, the Internet was designed first 

and foremost for resilience. It forces 

data to travel in short hops from source 

to destination, a deliberate design 

choice that keeps the network functional 

even in a disaster by rerouting data 

1995

Tim Berners-Lee, inventor of the World 

Wide Web, challenges his colleagues at the 

Massachusetts Institute of Technology (MIT) 

to solve the growing problem of Internet 

congestion. 

MILESTONES IN THE
HISTORY OF

EDGE COMPUTING

IN A 
NUTSHELL

IoT devices and other sensors produce vast 

amounts of data but lack the ability to process 

their own data. Edge computing will allow them 

to send that data wirelessly, often over cellular 

networks, to nearby tiny prefabricated data 

centers—located in places as varied as cell 

towers and under park benches—instead of 

to colocation facilities and cloud service 

providers hundreds or thousands of 

miles away. This enables end users 

to receive the results of data 

analysis faster.
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along the best path at any given moment. 

However, this design choice also slows data 

down, just as a multi-leg journey is slower 

than an express trip. Even in the unlikely 

event that the entire Internet could be 

rebuilt to add non-stop connections from 

cloud servers to end devices, simple physics 

keeps even the most advanced fiber optic 

cables from transmitting it faster than the 

speed of light.

“The two or three seconds it takes for 

data to travel hundreds or thousands 

of miles is nothing for humans, but at 

machine scale, it’s glacial,” says Matthew 

Trifiro, Chief Marketing Officer at data 

infrastructure company Vapor IO 

and co-chair of LF Edge, an umbrella 

organization under the Linux Foundation 

that aims to establish an open-source, 

interoperable, vendor-neutral framework 

for edge computing. “That’s because you 

can’t defeat the basic mechanisms that 

make the Internet work.” 

That said, researchers have been trying 

for decades to solve the congestion 

and latency problems inherent in the 

Internet’s basic structure. In the late 

1990s, Akamai introduced the content 

delivery network, or CDN, a large 

network of server nodes distributed on 

the edge of the network near end users. 

A CDN speeds up browser refreshes 

and stream requests by prefetching 

and caching high-demand web content. 

Some CDNs also perform simple content 

customization, such as inserting location-

relevant advertising. However, as their 

name suggests, they don’t process data; 

they only deliver it.

As cloud computing emerged, 

companies have increasingly opted to 

migrate from on-premise infrastructure 

to hosted servers, moving data back 

and forth across the Internet. Despite 

the pervasive belief that cloud would 

enable almost limitless scalability and 

flexibility, a 2009 article in the journal 

IEEE Pervasive Computing pinpointed a 

looming problem. 

“We saw immediately that even though 

centralization in the cloud brings about 

dramatic economies of scale, it would 

also create huge issues with latency 

and scalability, even before the huge 

flood of data becoming available from 

the Internet of Things,” says co-author 

Mahadev Satyanarayanan, Carnegie 

Professor of Computer Science at 

Carnegie Mellon University. “It turns out 

we wrote the founding manifesto of edge 

computing.”

“The Case for VM-Based Cloudlets in 

Mobile Computing” argued, presciently, 

that concentrating most computing 

1997

Computer scientist Brian Noble demonstrates how 

to enable speech performance on a mobile device 

by offloading the actual data processing to a nearby 

server – the direct conceptual ancestor of Apple’s 

Siri and Google’s speech recognition services. 

1998

MIT researchers incorporate as Akamai 

Technologies to commercialize their algorithms 

for intelligently routing and replicating content 

over a large network of distributed servers, which 

they call Content Development Networks (CDNs).

These companies don’t want 
to send their data traveling 
to distant cloud data centers 
and back before it can be 
consumed.

Th
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TIER 2: “CLOUDLETS”

LUGGABLEMICRO DATA CENTER

Low-Latency High-Bandwidth
Wireless Network

COMPETITIVE EDGE 
Edge computing adds bandwidth and minimizes 

latency and jitter by using a mesh of small 

but powerful mini-server and storage nodes 

just one or two Internet hops away from edge 

devices. These “cloudlets” (Tier 2) process and 

deliver in real time much of the data gathered 

and then used by those edge devices  

(Tiers 3 and 4). Data is passed on to the WAN, or 

cloud (Tier 1), when it isn’t  

needed in real time.

Source: http://elijah.cs.cmu.edu/DOCS/satya-hotmobile2019.pdf

TIER 3: DEVICES/SENSORS 
(WITH SOME PROCESSING POWER)

AR/VR DEVICES

DRONES
STATIC & VEHICULAR 

SENSOR ARRAYS

SMARTPHONES
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resources into a few enormous data 

centers hundreds or thousands of 

miles apart would inherently hobble 

applications that are hungry for 

bandwidth and/or sensitive to latency 

and jitter. The solution it proposed 

was to create many small but powerful 

CDN-like server nodes at the edge of 

the Internet, to eliminate the need for 

large amounts of data to travel to and 

from remote data centers before being 

consumed.

“At first, we called them cloudlets, but 

you also see them referred to now as 

fog nodes or micro data centers,” says 

Satyanarayanan, who has continued 

refining the concept into what is now 

a four-tiered infrastructure (see the 

graphic “Competitive Edge”).

HOW EDGE 
COMPUTING WORKS
Tier 1 is the cloud or any other wide area 

network, or WAN. Tiers 3 and 4 are the 

“edge.”  Tier 4 is made up of devices 

such as cameras, sensors, and smart 

appliances that generate data but do 

little or no processing. Tier 3 includes 

similar devices, such as smartphones 

and wearables, that have some compute 

power but can’t extract the full value 

of their data because of limiting factors 

such as weight, size, battery life, and 

heat dissipation.

Between Tier 1 (the cloud) and Tiers 3 

and 4 (the edge) lies Tier 2, where edge 

computing takes place. Tier 2 receives 

data from nearby devices, processes 

it, and pushes the results back to the 

devices, occasionally retaining some of 

that data in short-term storage. The only 

data that passes from Tier 2 on to Tier 

1 is data that doesn’t have immediate 

relevance but is useful in the long term, 

such as for deep analytics or customer 

management.

Once micro data centers are ubiquitous 

– in parking lots, on cell towers, in 

wiring boxes, under park benches, on 

fences – it will be easier to deliver low 

latency data in a massively scalable 

way, because there will always be a 

nearby node to process data to and 

from phones, cars, drones, sensors, and 

other edge devices. As a bonus, edge 

computing will also make it easier to 

identify and isolate suspicious activity 

well before it can propagate to the rest 

of the network. 

Companies using edge computing 

will be able to deliver the required 

information to end users at the speed 

they expect, and in the process, they’ll 

have more data from more sources—

with some that is less time-sensitive 

sent back to the cloud for analysis—to 

transform into a deeper understanding 

of their customers and their market. 

1999
In February, Akamai delivers its first live traffic: 

a single pixel hidden deep within the Disney 

website. Two months later, it launches commercial 

service with Yahoo!, then one of the world’s most 

trafficked websites, as a charter customer.

2001
VMware begins selling a software virtualization 

solution that lets multiple operating systems run 

simultaneously on servers. This makes server 

farms possible, enabling cloud computing.
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The data processing capability offered 

by nearby micro data centers processors 

“will be more efficient than building it 

into the edge device itself or having 

a data center that I have to own and 

operate,” says Trifiro, of Vapor IO and 

the LF Edge organization.

THE POWER OF EDGE 
COMPUTING
Edge computing represents a sea 

change in the way companies handle 

data. Satyanarayanan, the Carnegie 

Mellon professor, describes four ways 

that using micro data centers will be 

superior to sending data on a multi-hop 

journey across large geographic areas 

via the Internet.

Highly responsive cloud services. The 

closer a cloudlet or micro data center 

is to mobile devices, the more easily it 

can process and deliver data to those 

devices for applications that require high 

bandwidth, low jitter, and latency of tens 

of milliseconds to function in real time – 

for example, mobile VR/AR or wearable 

cognitive assistance. For example, a 

service technician working on a complex 

piece of equipment may need to see a 

diagram of the circuitry overlaid on the 

item itself as she works, with directions 

on how best to remove a broken 

component and an instant warning if her 

work comes dangerously close to a live 

power cable. 

Scalability via edge analytics. It’s easier 

to manage large amounts of data from 

a large group of high-bandwidth IoT 

sensors (such as video cameras) when 

the raw data is analyzed at the edge. 

Only much smaller volumes of extracted 

information and metadata need be 

transmitted to the cloud; the rest can 

be stored at Tier 2 for potential later 

use. A video doorbell, for example, has 

to “watch” the door 24/7, but the only 

important data is from periods when a 

human face is visible. Edge computing 

makes it possible to identify only 

segments of video including a human 

face and process that for transmission 

to the cloud, along with the relevant 

metadata that alerts the person in the 

building that a known person is at the 

door. At the same time, the micro data 

center can store the raw data for a 

specified period in case someone needs 

to review it later for something other 

than a face – for example, whether a 

particular car was parked in front of the 

building at certain times. 

2009
The paper “The Case for VM-based Cloudlets in Mobile 

Computing” suggests that even cloud computing and CDNs 

aren’t enough to solve the looming bandwidth demands 

of the emerging era of mobile computing. The paper 

introduces the concept of “cloudlets” for decentralized and 

widely dispersed data processing.

2006
Amazon introduces its Elastic Compute Cloud 

(EC2) service, which creates new opportunities for 

computing and storage but also proves that some 

situations still require local data processing for 

real-time decision-making.rer

nstion

com

tua

(E

mp

( C2

ut

EC

situsi

This redundancy is critical not 
just as temporary protection 
against cyberattacks, but in 
areas like military operations 
or disaster recovery, where 
networking infrastructure is 
damaged or weak. 
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Sources: https://www.gartner.com/smarterwithgartner/gartner-top-10-strategic-technology-trends-for-2020; https://
www.marketsandmarkets.com/Market-Reports/edge-computing-market-133384090.html; https://www.technavio.
com/report/edge-computing-market-industry-analysis; https://www.gartner.com/smarterwithgartner/what-edge-
computing-means-for-infrastructure-and-operations-leaders/; https://www.vxchnge.com/blog/edge-computing-
statistics; https://www.alliedmarketresearch.com/autonomous-vehicle-market; https://www.grandviewresearch.com/
press-release/global-iot-in-healthcare-market; https://www.techrepublic.com/article/smart-cities-expected-to-invest-
80b-in-technologies-in-2018/; https://ieeexplore.ieee.org/abstract/document/8789742

EDGE COMPUTING BY THE NUMBERS

Edge processing is one of the top 
strategic technology trends of 2020. 
(Gartner)

The global edge 
computing market 
will grow from $2.8 
billion in 2019 to 
$9.0 billion by 2024, at a compound 
annual growth rate of 26.5%. 
(Markets & Markets)

46% of the growth 
in the global edge 
computing market 
will take place 
in the Americas. 
(Technavio)

75% of the data generated by IoT 
will be processed on the edge of the 
network by 2025. (Gartner)

70% of U.S. households subscribe to 
at least one streaming service, the 
average user subscribes 
to 3.4 streaming 
services, and customer 
engagement rises 
as latency declines. 
(vXchnge)

The worldwide 
market for 
autonomous 
vehicles, which 
must be able to process enormous 
amounts of information in transit, is 
projected to hit $556.67 billion by 
2026. (Allied Market Research)

The health care IoT 
market is expected to 
grow at a compound 
annual growth rate of 
19.9% until 2025, driven 
largely by the desire of 
providers to manage chronic illness 
with real-time data monitoring. 
(Grand View Research)

Worldwide 
spending on “smart 
city” technology, 
which will generate 
vast amounts of 
data to be acted 
on in real time, is expected to reach 
$135 billion by 2021. (IDC)
 

The number of academic papers 
related to “edge computing” has 
grown tenfold since 2015. (IEEE)
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Enforcement of privacy policies. As the 

first point where data from IoT sensors 

meets the data owner’s infrastructure, 

Tier 2 is the ideal place to enforce the 

data owner’s privacy policies, instead 

of releasing raw data into the cloud and 

hoping it remains secure until it reaches 

the cloud provider’s data center. For 

example, a healthcare company could 

scan all data for personally identifiable 

information, or PII, as soon as it enters 

the micro data center, then mask or 

encrypt that data in compliance with all 

relevant data privacy regulations.

Masking cloud outages. In the case of 

a cloud service becoming unavailable, 

a fallback service on a nearby micro 

data center can serve as a short-term 

stopgap. This redundancy is critical not 

just as temporary protection against 

cyberattacks, but in areas like military 

operations or disaster recovery, where 

networking infrastructure is damaged 

or weak. For example, after a major 

earthquake, infrastructure is likely to 

be unrecognizable, maps useless, and 

connection to the broader Internet 

impossible. However, people in the area 

could use their smartphones to take 

pictures of the area and transmit them 

to a local micro data center containing 

software able to stitch photos together 

into maps and topographical overlays. 

The resulting images would evolve and 

change in real time to make rescue 

efforts faster and more effective.

LIVING ON THE EDGE
So, who are the early adopters of edge 

computing? Where does the technology 

have immediate potential? 

Much of the current pursuit of edge 

computing is taking place in the multi-

billion-dollar gaming industry, where 

a product or an entire company can 

stand or fall on the quality of the real-

time user experience. Even on today’s 

most powerful smartphones, a high-end 

mobile gaming experience requires most 

of the compute to happen in the cloud. 

Take the case of Pokémon Go, 

the augmented reality game for 

smartphones. Players look at the real 

world through their phones, which 

broadcast their location wirelessly to 

the game’s servers. Different Pokémon 

characters then appear overlaid on 

the screen image, changing size and 

angle depending on how the player 

approaches them. When multiple people 

are looking at the same Pokémon 

character, it takes a lot of compute 

power to make sure each of their phones 

displays the character from the right 

2012
Cisco introduces the term “fog computing” to 
describe the dispersed cloud infrastructures 
needed to process big data and IoT data for 

real-time low-latency applications.

2013
A two-page internal report at the Pacific 
Northwest National Laboratory uses the 

term “edge computing” for the first time.

A car going 60 mph travels 
100 yards in 4 seconds. If your 
onboard telemetry system 
needs 3 seconds to tell you 
that something’s coming at 
you, your life’s at risk.

A 
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2016
The Association for Computing Machinery and the 

IEEE Computer Society jointly organize their first 

symposium on edge computing.

2018
Gartner ranks edge computing among the top ten 

technology trends enabling the next generation of 

digital businesses and ecosystems.

distance and angle and to allow each 

player to interact with the character 

individually in real time. Currently, this 

computing is taking place on Google’s 

servers, with some small amount on 

the phone itself. Placing it in micro 

data centers close to users would make 

the game even more detailed and 

responsive, the ultimate goal of any 

gamer.

Other industries where latency is an 

issue are also exploring edge computing. 

Deepesh Thakur, founder of 3rdeye 

Technik, a German firm that designs IoT 

systems with customizable applications 

that run on its own edge platform, cites 

the example of a trucking company 

that transports perishable food items 

into Germany from Spain. The company 

wanted to route its trucks to different 

distribution centers depending on how 

much longer their cargo could remain 

fresh, but the IoT sensors monitoring 

the environments in the trucks had to 

manage traffic “on the Internet as well  

as on the streets,” Thakur says.  

By installing micro data centers to 

crunch the data after it leaves the fleet 

but before it reaches the cloud-based 

routing system, the transport firm more 

than doubled the ROI of its sensor 

network from 35% to 80%.

NEARING THE EDGE
As more companies demonstrate how 

analyzing data where it’s generated 

can revolutionize how they create 

value, industry leaders predict that 

adoption will spread rapidly through 

industries ranging from transportation to 

communication to agriculture. 

Autonomous vehicles. An autonomous 

vehicle needs more than just the data 

from its onboard sensors to function 

safely. As Trifiro points out, “A car going 

60 miles per hour travels the length 

of a football field in four seconds, 

so if your onboard telemetry system 

needs three seconds to tell you that 

something’s coming at you, your life’s at 

risk.” Instead, autonomous vehicles will 

need a cloud-based decision support 

system that takes in and processes 

data from the surrounding 

environment, including street 

signs, pedestrians, and data 

from other vehicles. But the 

computing power will at all 

times have to be close enough 

to the car – think streets lined 

with micro data centers – to 

minimize latency for fast 

action when it’s needed. 
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Once micro data centers are 
ubiquitous – in parking lots, 
on cell towers, in wiring boxes, 
under park benches, on fences 
– it will be easier to deliver 
low latency data in a massively 
scalable way.

On
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Assisted driving. While truly 

autonomous cars may still be well in 

the future, advanced technologies that 

support and augment human drivers 

without replacing them – for example, 

automatic emergency braking, bicycle 

detection, and systems that nudge you 

back into your lane when you start to 

drift – already exist. Edge computing 

will improve and expand them, says José 

Manuel, Chief Technology Officer of 

KINIMARA, a Spanish IoT hardware and 

software company that is developing 

micro data centers for edge computing. 

“Everyone’s smartphones will be 

‘eyes’ that are constantly moving and 

gathering traffic and accident data, then 

sharing it with micro data centers all 

along the roads,” he predicts. “These 

micro data centers will then analyze the 

images, predict risk situations, and send 

notifications between cars and their 

surroundings when drivers need to be 

alerted or assisted.”

Vehicle leasing companies, which already 

build value-added services into their 

business models, are likely to pick up 

on this use of edge computing before 

individual consumers. In fact, it could be 

a two-pronged profit center, allowing 

them to raise prices for cars with driving 

assistance while substantially lowering 

insurance costs. Furthermore, Manuel 

says, these companies might also be 

able to expand their business model 

by analyzing the data they capture 

about driving and traffic patterns and 

packaging the results for resale to 

repair shops, auto parts manufacturers, 

insurance companies, and even city 

planning departments.

Personalized medicine. Because 

many ailments manifest differently for 

each person who has them, makers 

of wearable medical devices have to 

build multiple predictive models to 

ensure they account for every possible 

situation – and develop systems for the 

devices to assess symptoms in real time. 

We could soon see biometric devices 

that can proactively capture various 

physical indicators, send them to the 

wearer’s smartphone and then on to 

a micro data center for comparison to 

various predictive models, and alert the 

wearer within seconds to take preventive 

medication to fend off an imminent 

migraine or call an ambulance because 

they’re showing early signs of a stroke.

2018
Science Press publishes the first edge 

computing textbook. 

2019
AT&T’s EC Zone edge computing test project 
upgrades from 4G to 5G mobile connectivity 

and expands to applications like real-time 
sensor analytics for public safety and live 

HD-3D mapping for self-driving cars. 

With no need for 
microcomputers in 
our pockets, we would 
carry inexpensive, easily 
replaceable glass or flexible 
plastic displays that need 
only enough computing 
power to send and receive 
data to micro data centers 
installed almost everywhere.

W
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Agriculture. Spain, which produces 40 

percent of the world’s olive oil, can’t 

afford to lose any more of its olive groves 

to Xylella fastidiosa, a fast-spreading 

bacterial infection that has already killed 

more than a million olive trees in Italy. In 

an edge-like use case, Spanish farmers 

are using drones to gather and analyze 

data about tree health, allowing them to 

spot diseased trees that still look healthy 

from the ground and destroy them 

before the disease can spread. Because 

the drones stream their data directly 

to micro data centers over 5G wireless, 

farmers can receive information literally 

on the fly instead of needing to land their 

drones periodically to connect them to 

a computer and send the data on to the 

cloud for analysis. 

Office operations.  Imaging and 

electronics company Ricoh recently 

introduced its Ricoh Smart Integration 

cloud platform, which links the 

company’s multifunction printers 

to other nearby products, including 

interactive whiteboards, unified 

communications and collaboration 

solutions, and even smart power strips. 

Steven Burger, Head of Engineering and 

Vice President Technology Marketing 

for Ricoh, says the goal of this initiative 

is to create a “smart office” capable 

of recognizing nearby users in real 

time and automatically preparing 

their presentations, printouts, and 

other action items without human 

intervention. Because most of the data 

processing is done on the multifunction 

printers themselves – a Tier 3 device, 

in Satynarayanan’s edge computing 

model—instead of at a nearby micro 

data center in order to reduce latency 

by avoiding a trip to the cloud—it does 

not fall within Saynarayanan’s definition 

of edge computing. 

But it is indicative of the way in which the 

term edge computing is likely to be used 

in a growing variety of settings. 

Data centers. Companies that operate 

their own data centers can use edge 

computing to gather and act on data 

about the infrastructure to improve 

performance, control costs, and 

optimize resource in real time. Of course, 

companies can monitor and analyze this 

information by transmitting it all the way 

to the public cloud and back, but because 

cooling accounts for up to 40 percent 

of a data center’s power consumption, 

shaving even a few fractions of a 

second off the time it takes to optimize 

temperature, humidity, and power usage 

can lead to significant cost savings. 

THE CUTTING EDGE
Looking farther down the road, edge 

computing promises big changes for the 

technology industry itself, particularly in 

telecommunications. Because telecom 

carriers own and operate the wireless 

data networks at the infrastructure edge, 

their data about those networks, such 

as information about traffic types and 

network congestion, will play a critical role 

2020
State of the Edge, a vendor-neutral platform for edge computing 
research, merges with the Open Glossary of Edge Computing to 
become part of LF Edge, a Linux Foundation project focused on 

creating an open, interoperable edge computing framework.
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in the expansion of edge computing. If 

telecoms place more compute power at 

the edge, they could disrupt the mobile 

phone industry by allowing users to do 

more with their current smartphones 

instead of requiring them to upgrade 

to new phones with more powerful 

processors to take advantage of new 

mobile apps.  

It is even conceivable that the 

smartphone as we now know it will 

become obsolete. Thiele, the Edgevana 

CEO, foresees moving applications from 

our phones to hyperlocal cloudlets. 

With no need for microcomputers in 

our pockets, he says, we would carry 

inexpensive, easily replaceable glass 

or flexible plastic displays that need 

only enough computing power to send 

and receive data to micro data centers 

installed almost everywhere.

That vision of an edge computing future 

will require the creation of a vast edge 

infrastructure. A company like Trifiro’s 

Vapor IO plans to build micro data 

centers in 30 cities around the world, 

where companies will be able to lease 

space and compute cycles in a Tier 2 

setting.

These micro data centers will have to 

be not just small and distributed, but 

optimized for the specific services they 

support. That may lead to multiple edge 

data centers installed in the same place, 

each one comprising one or two servers 

with multiple virtual machines offering 

various services. 

The demand for edge computing 

capabilities will lead to a proliferation of 

edge service providers offering various 

services. Ericsson’s Edge Gravity unit 

is developing an application delivery 

ecosystem that will allow application 

developers to deliver highly personalized 

and localized apps from the edge to end 

users’ mobile phones, regardless of OS, 

telco provider, or country.

“It could be an app that helps customers 

know where the best hamburger is 

wherever they happen to be,” says 

Thiele. “It could be one that allows 

you to keep track of your family when 

they’re scattered across a new town that 

you’re exploring. It’s not that any one of 

these activities will always need real-

time access, but real-time access will 

make that experience deeper and more 

involved.” 

Critically, he adds, these apps will all 

use edge computing to process and 

deliver data that’s only useful in the 

moment. Because the data is processed, 

transmitted to the end user, and then 

discarded without having to travel to and 

from the larger cloud, edge computing 

will increase available bandwidth and 

lower latency on the Internet by keeping 

large amounts of data off the wider 

network and out of needless storage. 

“Edge computing will let us transform 

business from being focused on growth 

to being focused on optimization, 

efficiency, and cooperation,” says 

Manuel, the KINIMARA CTO. “We’re 

going to see huge marketplaces for 

connecting this data-crunching capacity 

on the edge of the network to users, 

and then for selling and reselling mostly 

anonymized data for other purposes. 

This will be the next stage of the digital 

transformation of business and society.”

Fawn Fitter writes frequently about 
the intersection of business and 
technology. She lives and works in 
San Francisco.
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From Me Apps 
to a We App

Before joining MSCI in mid-2018,  

I was head of engineering for Microsoft 

Teams, a new collaboration product for 

Office 365. When we began working in 

early 2015 on what would become Teams, 

we knew we needed to approach the 

project in an entirely new way—a way that 

reflected our goals for the new tool. 

Over the years, Microsoft had developed 

and improved upon personal productivity 

software for the workplace, from the 

earliest versions of Microsoft Word and 

Excel in the 1980s to our email software in 

the 1990s to the Office 365 suite of hosted 

tools introduced in 2011. 

With Teams, however, we aimed to create 

a “we app,” not a “me app”. It would 

be a tool engineered to support group 

collaboration in a world in which teamwork 

is increasingly at the center of everything 

-- though we never quite imagined the 

central role Teams would play in a world 

of remote work necessitated by the 

coronavirus pandemic.

When Microsoft set out 
to build a new tool for its 

Office 365 suite -- one that 
has become a hallmark of 

the COVID-19 remote work 
environment -- the team took 

an unusual approach: the 
development process would 

mirror the product  
being developed. 

With Teams, however, w

a “we app,” not a “me a

be a tool engineered to 

collaboration in a world

is increasingly at the ce

-- though we never quit

central role Teams woul

of remote work necessit

coronavirus pandemic.
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“We needed to start fresh, essentially 
purging ourselves of our past habits and 
experiences in a way that set us up to 
create something different.”

“W

We needed to start fresh, essentially 

purging ourselves of our past habits 

and experiences in a way that set us up 

to create something different. What’s 

more, we wanted to emulate the sort of 

team-based environment that we hoped 

to support with Microsoft Teams.

From the engineers we recruited, 

to the locations we chose for initial 

brainstorming, to the way we used 

the very earliest versions of Teams in 

our development of the software—the 

entire product development process 

was designed to stimulate new ways 

of thinking and working. Our aim 

was to produce an app—Teams was 

successfully launched in early 2017—

that would support the new ways our 

customers are thinking and working in 

the digital world.

THE FUTURE  
OF WORK
Microsoft already had Exchange and 

Outlook, SharePoint, Meeting, Skype, 

and our many Office applications. 

However, there can be multiple steps 

and tools involved in getting something 

done with these tools, and what can get 

lost as a result is the focus on the task at 

hand. The missing piece was something 

that could bring that all together—along 

with other third-party applications—

into one place to create a bird’s eye 

view of what’s happening day to day 

across them. Our goal was to create a 

communication and collaboration hub, 

something that would bring all these 

great assets together in a way that 

created a new experience for groups  

of users. 

For some time, Microsoft has been 

researching the way people are 

working today and it’s clear that, across 

industries, it’s all about teams coming 

together to get things done. Companies 

are moving away from hierarchical 

organizations with CxOs at the top in 

their shiny offices, managers in the 

middle, and everyone else on the lower 

floors. The new world of productivity 

demands flatter structures, open 

spaces, and open communication. 

However, most productivity tools 
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are designed for the individual, not 

a group. The vast majority of the 

communications we share and the 

information we create is hidden behind 

digital walls, even when most of it 

does not need to be protected. That 

thwarts efficiency and effectiveness in 

a team-driven environment. The aim 

of Microsoft Teams—with its channels 

functionality—was to enable team 

members to get up to speed on the 

status of a project or objective  

in minutes.

NOW FOR 
SOMETHING 
COMPLETELY 
DIFFERENT
If this new product was going to  

enable users to think and behave 

differently, we needed 

to think and behave differently as 

we developed it. We built a team of 

people who had worked well with each 

other on other projects at Microsoft in 

the past. Those that joined our effort 

had a strong vision for what we might 

be able to build. 

Significantly, we began developing 

Microsoft Teams not at our Redmond 

headquarters, but in remote locations. 

Brian MacDonald, head of Microsoft 

Teams, and I each took a portion of the 

team offsite to begin brainstorming; my 

engineering team headed to Las Vegas 

and Brian took the rest of the group to 

his fruit farm in Hawaii.

“The new world of 
productivity demands 
flatter structures, open 
spaces, and open 
communication.”

“T
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For four days, we imagined what this product 

might look and feel like. We were building a 

new kind of culture different from any of the 

teams we had worked on in the past. The off-

sites were about more than group bonding, 

however. We needed to reset our thinking. 

And by heading to remote locations, we 

were able to switch off and think about what 

features would be most important to enable 

virtual collaboration and communication. We 

were able to consider new approaches, not 

just to what we were building but how we 

planned to build it. 

EATING OUR OWN  
DOG FOOD
Within a month of returning to headquarters, 

we had created a working prototype of our 

new software. It was a bare-bones tool, but 

we committed to using it as our sole team-

based productivity app from then on. It was 

important that we lived with it day in and day 

out, in order to understand what needed to 

change and evolve. We experienced the pain 

“Resetting our 
thinking was critical. 
We were able 
to consider new 
approaches not just 
to what we were 
building, but how we 
planned to build it.”
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points and frustration ourselves and were 

motivated to address them.

Every Friday, we had 60-second  

demos by each developer on the team to 

showcase what they had built to the rest 

of the engineers, program managers, and 

designers on the team. Every week, the 

product improved.

It was hugely beneficial that both 

Microsoft’s CEO, Satya Nadella, and co-

founder, Bill Gates, were huge fans of 

our vision. Having that basic prototype 

up and running, however, was even 

more critical in galvanizing the rest of 

the company. Several senior folks at 

Microsoft got their teams dogfooding 

the Teams prototype. This was important 

in winning their trust in a team like ours 

that was running so fast. They could 

see that what we were building was a 

complement to our other products 

within the company.

The marketplace was changing, too. 

We weren’t the only company trying to 

carve out a space in collaboration. This 

drove us to move quickly, although not so 

quickly that quality suffered. In fact, we 

ultimately decided to postpone our beta 

version by a few months, because we  

just didn’t think it was ready yet. 

THE ROI OF FUN
The biggest challenge was getting our 

customers excited about the product. 

Our customers trust us, but they 

needed to see the value of this new tool. 

What became clear in our first year in 

development was that for this to work, 

the product needed to be fun to use. 

And, thus, we needed to have some 

fun with it. We were creating software 

to support this world where the lines 

between work and personal lives are 

blurring. Individuals will take work  

home and weave it into their personal 

lives, but they also expect to enjoy their 

work. If people had more fun using 

Microsoft Teams, we surmised, they 

would be more productive and happier. 

“Fun” may not be a driving principle  

of most office productivity software. 

But as we built Teams, we focused on 

ensuring that fun was an important 

element of the product. There were some 

within the company who questioned 

our decision to add features like Giphy 

integration, emojis, editable memes, or 

direct messaging functionality.  

But those turned out to be some  

of our customers’ favorite features.

THE FUTURE OF 
COLLABORATION
We launched Microsoft Teams globally 

in February 2017, two years after we 

began. And the numbers have been even 

better than we expected. Today, more 

than 500,000 organizations and 91 of the 

Fortune 100 companies have adopted 

Microsoft Teams, and adoption  

continues to increase.
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• In order to engineer an entirely new type of product,  

it helps to approach the design and engineering process in an 

entirely new way.

• Using a new software solution as it is being developed is the 

best way to understand a user’s pain points and address them.

• Developing a new offering in a crowded space demands 

speed—but not so much speed that product quality suffers.

TAKEAWAYS

During the two years before the 2017 

launch, the Teams team grew from 30 

engineers who I hand-picked within 

Microsoft to a large group recruited from 

industry companies and universities.  

While we studied what our competitors 

in this space were doing, we realized we 

would succeed if our value proposition 

focused on what we were good at. 

Microsoft has hundreds of millions 

of users of its other products, so we 

focused on building a tool that they 

could pick up very quickly. It’s also easy 

for non-Microsoft users to understand. In 

addition, we made sure that we created 

APIs that enable the integration of 

hundreds of other applications  

into the product.

Every team is unique—and every 

individual on that team is unique. Our 

goal was to provide something highly 

customizable to adapt to different 

workflows and different types of users in 

different types of industries.

CIOs today are charged not just 

to be the technology providers for 

their organizations but to create the 

infrastructure that supports employee 

engagement and satisfaction. Our goal 

with Teams was to help them galvanize 

their functions around that mission 

and create more energy, excitement, 

engagement—and a healthy dose of  

fun—into their organizations. That’s  

what modern collaboration is about.
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Smooth      
     Operator

Advances in artificial 
intelligence are making 

call center conversations 
more human.

These days, the call center is one of the 

most important elements of a company’s 

brand. In fact, it’s often the last line of 

defense in protecting the brand. Most of the 

time that your customers are interacting 

with your products, things are working fine. 

But if something goes sideways or they have 

a question on your product or service, they 

end up making that phone call.

Now, when you call in, even if you punch 

zero, you may still be talking to a computer. 

Voice traffic is leveraging artificial 

intelligence and machine learning in a lot 

of ways, and now we’re using AI not to 

automate the call, but to make that call a 

better experience for the customer and a 

more profitable one for the company.
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An AI agent “listening” to a call can 
provide real-time on-screen coaching 
to the human agent. For example, it can 
consider the sentiment in a customer’s 
word choices and alert the agent that 
the temperature of the conversation 
is rising.

A

ANOTHER SET  
OF EARS
Five years ago, the most a contact 

center system could do was look at a 

caller’s phone number, which indicated 

where the person was calling from 

and gave you some insight into their 

language preference. More recently, 

companies were able to match the 

number against their CRM system. This 

meant they might not only know that 

the caller was, say, an English speaker, 

but also that he or she was a high net 

worth individual who should be routed 

to a particularly skilled agent.

But today, we can do even more. 

With the advances in artificial 

intelligence and the speed of 

computation, companies are starting 

to use real-time AI in the call center. 

An AI agent “listening” to a call can 

provide real-time on-screen coaching 

to the human agent. For example, it can 

consider the sentiment in a customer’s 

word choices and alert the agent that 

the temperature of the conversation is 

rising. Or if the client looks like a good 

prospect, it may suggest upselling 

options.

The system also helps with fraud 

detection, because you can learn a lot 

from the language of an individual who 

may know just enough about a person 

to impersonate them, but not enough 

to really be them. All those sorts of 

things are absolutely top of mind for 

contact center operators today, who 

are going way above and beyond basic 

experience management.
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THE CALL CENTER AS 
STRATEGIC TOOL 
Companies are starting to use this new 

technology to connect all the dots. An 

insurance company can, for instance, 

mine all of its existing policy information 

and call recordings, and then build 

a body of policyholder information 

around what factors look good and 

what looks scary.

In fact, many companies are paying 

much more attention to their contact 

centers and exerting more control 

over them. That’s because they’re no 

longer simply a “call center,” they’re 

an interaction center. And they’re so 

important to brand management and 

sales that the business side of the 

equation has started to take more 

control of their budget.  It’s similar to 

the evolution of IT over the last decade, 

where we moved from IT having its own 

budget to a client-funded model.  

Companies are right to make that 

change. The fact is that the amount of 

speech analytics information captured 

by most contact centers today is 

breathtaking. Our ability to humanize AI 

assistance is getting better and better 

every day. You don’t have the weird 

disconnects, you don’t have the slow 

handoffs, the interaction is becoming 

much more natural.  

GETTING 
COMFORTABLE  
WITH AI
People are also getting more used to 

these interactions. I’m amazed at how 

quickly digital assistants like Alexa are 

becoming part of our lives. We have 

seven of the devices throughout our 

house, and for our children, it’s very 

natural for them to wake up first thing 

in the morning and say, “Good morning, 

Alexa,” and have her tell them the day’s 

news and weather. (My wife, though, 

isn’t so chummy with Alexa yet. In fact, 

she finds her creepy and calls her “Miss 

A,” so she won’t wake up when we’re 

speaking about her.) 

A similar process has happened with 

call centers. Take the case of a large 

financial company I know. They can 

take three billion calls a year, and they 

capture well over 80% of their calls 

through interactive voice response. It’s 

the highest rate in the industry. They still 

take a lot of human calls, but they’ve 

built an incredibly easy-to-live-with 

automation platform. 

“The speed of technology 
combined with the accelerating 
speed of computation is 
helping to humanize AI more 
and more. You don’t have the 
weird disconnects, you don’t 
have the slow handoffs, the 
interaction is becoming much 
more natural.”  
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• Advances in speech recognition and computing power are 

making call centers more valuable than they have ever been.

• Contact center agents can now have AI agents coaching 

them in real time, based on what the agents “hear” during 

the conversation.

• The cloud can make it easier to move an organization  

to new systems Add full stop at the end.

TAKEAWAYS

I think when automation feels natural, 

consumers feel comfortable. It’s kind of like a 

video conference:  If I have never met you, a 

video conference feels weird. But once I have 

a relationship with you, we could be in a video 

conference all day long. 

On the operations side too, deploying the 

technology is also getting easier. The fact 

that it’s cloud-based generally means your 

time-to-deploy is shortened. If I can bring it 

in and test it with ten or 20 agents before I 

deploy for the whole center, that’s win-win-

win. I can avoid mass disruption, I can avoid 

mass training, and I’m able to introduce the 

new technology in a very simple manner.

Now that we have such powerful tools 

available, the main imperative for companies 

is to capture as much data as they can. The 

more information you have that you can make 

decisions on, the better outcomes you’re 

going to get, and the more effective you 

can be.
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Hugh
 Clayton

Position 
Group Director of  
Engineering and Strategy

Company 
Meggitt 

Works from 
Ansty Technology Park;  
Ansty, England

Professional Background  
Hugh has 20 years of senior 
leadership experience in global 
technology and engineering 
companies, leading teams in 40 
countries. He has a strong track 
record in successfully leading 
organizations during periods of 
change and delivering strong and 
profitable growth. Hugh joined 
Meggitt as Group Director of 
Engineering and Strategy in 2017. 
He previously held engineering, 
sales, and P&L roles at Rolls-
Royce, ABB, and BG Group.

Education 
B.Eng., Electrical and Electronics 
Engineering, The University 
of Sheffield; M.S., Subsea 
Engineering, Heriot-Watt 
University
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Engineering 
for Extreme 
Environments 

How do you develop 
sustainable products for 

harsh conditions that must 
meet customer needs 

both today and decades 
from now? 
The key to 

success: 
a lean 

production 
system that 

maximizes 
performance  

and creativity 
across the enterprise—
from the factory floor  

to the C-suite.
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We live in a rapidly changing  

world with ever-increasing demands 

placed on us all to develop sustainable 

solutions – new technologies that 

will improve efficiency, protect the 

environment, enhance performance 

and lower operating costs. Standing 

still is not an option, and at Meggitt, 

innovation is central to everything  

we do, from product and system 

design to manufacturing and 

aftermarket support. 

Meggitt may not be a household 

name, but if you’re a frequent traveler, 

chances are that you’ve come across 

some of our equipment. That’s 

because some 73,000 aircraft rely on 

our critical components. For instance, 

while most passengers may never think 

about it, landing an aircraft safely on 

a handful of wheels is quite a feat. A 

passenger plane can weigh over 700 

tons and comes to a stop in less than 

one kilometer. The temperature of the 

wheels and brakes surge from zero to 

1800 degrees centigrade in a matter of 

seconds. That happens day after day, 

week after week, during the 15 million 

landings a year carried out by our 

brake customers. Our commitment to 

innovation and improvement ensures 

that our systems and solutions are the 

best in the industry, delivering a safe 

landing every time. And equally safe 

for the environment: our pioneering 

Ebrake eliminates the need for 

hydraulic fluids and the risk of leakage.

SUSTAINABLE 
PRODUCTS FOR 
HARSH CONDITIONS 
And brakes are just the beginning. 

Our fire detection and suppression 

systems are rarely used but are vitally 

important if a fire occurs during 

flight. Our unique flow-metering 

design enables the slow and accurate 

release of a suppression agent. We 

are also developing green suppression 

materials, replacing halon gas with  

an environmentally friendly 

extinguishing agent. 

We are always designing for the future. 
Many of the pilots who will fly the aircraft 
we are building systems for have not  
been born yet.

W
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In fact, sustainability is at the core 

of our innovation activities, ensuring 

that we continue to optimize the size, 

weight and environmental impact 

of all our solutions and contribute 

responsibly to the future of sustainable 

aviation.  For example, we use 

innovative advanced composites 

to reduce weight and increase 

durability. We employ additive layer 

manufacturing for thermal solutions, 

enabling us to create unique designs 

capable of fitting the smallest available 

space envelope while delivering 

optimum performance. From optical 

sensing to battery solutions, we are 

constantly looking at ways to reduce 

aviation’s environmental footprint and 

make flying safer for all.

Most of the time our technology 

goes unnoticed by our customers, 

which include the U.S. Department of 

Defense, Airbus, Boeing, and Lockheed 

Martin. However, it has a significant 

impact—protecting not only those 

who fly on commercial airlines, but 

those who rely on the 22,000 military 

aircraft that use our systems. Recently, 

a U.S. military plane was able to fly 

safely home from the Middle East 

despite 22 bullet holes, thanks to our 

blast-resistant fuel tanks. Meggitt’s 

fuel bladders are manufactured from a 

highly engineered, layered composite 

fabric, handmade and customized for 

each aircraft. If hit by a bullet, they 

rapidly self-seal, encasing holes in a 

rubber gel, suppressing the ignition 

source and stopping leakage. 

Simply put, we provide smart solutions 

for extreme environments—and that 

creates some singular and significant 

challenges. We have to engineer these 

components so that they perform 

optimally in extremes of temperature 

and altitude. Furthermore, given the 

long lead time in aircraft development, 

we must try to predict what products 

we need to build today to support and 

secure the aircraft of tomorrow. And 

we must do it all in as cost-effective a 

manner as possible. To guide ourselves 

in these efforts, we’ve adopted a 

proprietary production framework that 

we apply to all of our operations, from 

the boardroom to the shop floor. We 

are also taking advantage of rapidly 

advancing manufacturing technology, 

from 3D printing to “IoT” (Internet 

of Things) sensors, to increase 

productivity and quality. 

SOLVING 
TOMORROW’S 
PROBLEMS TODAY
We are always designing for the future. 

Many of the pilots who will fly the 

aircraft we are building systems for 

have not been born yet. We have to 

understand the technology problems 

our customers will face two or three 

decades from now and determine how 

they can apply technology in ways that 

will work today and still be  

competitive in 20 years.

“It’s impossible to get the 
future precisely right, but 
with teamwork we are able 
to move confidently in the 
right direction.”
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It’s a mixture of science and art. We spend a 

lot of time thinking about what the economic 

and business drivers will be in the coming 

years. We consider the laws of physics. We 

imagine what the world will look like in 2040. 

It requires the input of those who are close 

to the customer and those who are close 

to the technology, a combination of people 

with strong analytical and technical skill sets 

and those who are imaginative and can talk 

through these things. It’s impossible to get 

the future precisely right, but with teamwork 

we are able to move confidently  

in the right direction.

A CONTINUOUS 
IMPROVEMENT ENGINE
A big part of what enables us to do what 

we do is the Meggitt Production System, a 

group-wide business system based on lean 

methodology. It started off as a method to 

help people build things on the shop floor 

in a more standardized fashion, but given 

its success there, its use has been expanded 

across the whole company.

Deployed in every factory and every function 

“Life-saving technology 
is seemingly priceless. 
However, the market 
wants not only the 
best capabilities and 
performance, but also 
lower prices.”
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at all levels, MPS gives each and every 

one of us a set of tools to maximize 

performance and creativity, streamlining 

our efforts from the boardroom to 

the factory floor. It makes continuous 

improvement personal because it’s 

infinitely flexible: our people use it to 

target and solve any problem, big or 

small. 

On the factory floor, MPS ensures that 

everything is focused on supporting the 

“makers”—the people who assemble 

the systems and components we sell. 

We’re also putting it to work everywhere 

from engineering and procurement to 

sales, HR and finance. And we’re reaping 

the rewards: MPS is delivering better 

performance across all functions—

safety, quality, delivery, inventory and 

productivity.

As a result, leadership can switch from 

focusing on smoother operations to 

maximizing returns from trading assets 

and long-term business strategy

INNOVATION DRIVERS
It’s not just our products and solutions 

that we’re continually developing; we’re 

looking at how and where we do what  

we do.

Tomorrow’s factories will be intelligent, 

highly responsive units—smart 

components will find their own way to 

become products, using the Internet 

of Things to talk to machines and 

people. Meggitt Modular Modifiable 

Manufacturing, or M4, is leading the 

revolution, turning traditional factory 

layout and flow on its head with a 

ground-breaking combination of present 

and future technology.

M4 will enable us to make a wider variety 

of components in each factory, maximize 

use of all our state-of-the-art equipment 

and integrate new technologies when 

they come on stream. Big data, captured 

at each stage of manufacturing, will feed 

into improved assembly and design, 

taking each of our factories closer and 

closer to performance gold.

One key example of this is our  

investment in our new Ansty Park 

supersite, a showcase for M4, that is 

scheduled to become fully operational  

by the end of 2020.
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• Designing high-performance products that will be viable decades  

into the future is part science and part art, requiring the input of those 

who are close to the customer and those who are close to the technology.

• An enterprise-wide set of production tools and rules, based on lean 

methodology, not only streamlines work but also maximizes performance 

and creativity from the factory floor to the C-suite.

• In the connected factory of the future, the human workforce will be 

surrounded by such digital technology as adaptable, intelligent work 

benches; autonomous intelligent vehicles to provide sub-assemblies and 

component parts; and digital work instructions and smart tools.

TAKEAWAYS

. 

BUILDING A 
BETTER AND 
CHEAPER 
PRODUCT
It’s incredibly hard, but so 

important, to differentiate 

yourself in advanced technology. 

Our life-saving technologies are 

seemingly priceless. However, the 

market wants not only the best 

capabilities and performance, but 

also lower prices. So we also need 

technology that will enable us to be as 

productive as we can be. 

Today, 70 percent of our sales come from product categories 

where we are the leading supplier. We want to increase that 

to 80 percent. To do that, we must continue to work with our 

customers, understanding their needs, and utilizing MPS and 

M4 to enable our clear vision of “Enabling the Extraordinary: 

To Fly; To Power; To Live.” Our three core values—Teamwork, 

Integrity, Excellence—underpin our vision, bringing our teams 

together to research, develop and produce some of the best 

solutions available. 
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Satish 
 Dhanasekaran

Position  
Senior Vice President and 
Chief Operating Officer

Company 
Keysight Technologies  

Works from  
Santa Rosa, California 

Professional Background 
An 18-year veteran of the wireless 
industry, Satish Dhanasekaran 
leads a $1.8 billion global 
business addressing the complete 
communications ecosystem, 
including wireless, wireline, and 
aerospace and defense design 
and test businesses. He actively 
sponsors Keysight representation 
in industry standards bodies and 
consortia with a focus on  
5G and IoT.

Education 
Executive Development Program, 
Business Administration and 
Management, The Wharton 
School; MSEE, Electrical 
Engineering, Florida State 
University; B.S., Engineering, 
Coimbatore Institute  
of Technology
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Betting on a 
5G Future

A wireless industry 
veteran recounts how an 

early and big bet is paying 
off as this revolutionary 

technology takes off. 
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“The name 5G implies that it is simply  
the next generation of connectivity—4G on 
steroids. But that just scratches the surface 
of this technology’s power.”

“T

With the first 5G networks soon to 

launch, excitement about this next 

generation of connectivity is mounting. 

Software is being developed, hardware 

is being tested, and carriers are 

preparing their strategies for the first 

deployments, due to occur later 

this year.

Three years ago, the future of 5G 

was much less certain. Still, in 2015, 

Keysight’s CEO Ron Nersesian declared 

that winning in 5G was a strategic 

priority for the company.  We pursued 

that goal by investing early. As a 

technology enablement company 

that makes electronic design and test 

solutions, we stay one step ahead of 

our customers, scanning the horizon for 

what’s next and then investing in key 

technology waves with conviction.

It comes down to a business 

philosophy—do you wait for standards 

to be ready and all technical and 

business challenges worked out or are 

you willing to make tradeoffs and create 

a dynamic and configurable service that 

will be ready when your customers are. 

Our DNA as a company is to choose the 

latter approach—and to do so at scale. 

The adoption of 5G comes with 

significant challenges. But as we now 

see an entire economy developing 

around 5G, and with the growing 

number of countries that are pursuing 

policies to enable local 5G ecosystems, 

44



it’s clear that this is going to be a huge 

driver of future GDP. A recent report 

by IHS Economics and IHS Technology 

predicts that 5G will enable $12.3 trillion 

of global economic output and support 

22 million jobs in 2034. Some have 

compared the potential impact of 5G 

to that of the printing press, the steam 

engine, electricity, and the Internet.  

Because we made our bets early and 

carved out a clear role for ourselves, we 

are confident that 5G will be a growth 

driver for Keysight as well.

A STEP CHANGE 
The name 5G implies that it is simply the 

next generation of connectivity—4G on 

steroids. Indeed, that’s how much of the 

wireless industry first viewed 5G. But 

that just scratches the surface of this 

technology’s power.

The new networking standard is 

much more than an enabler of faster 

smartphones—although that will 

certainly be the earliest impact.  The 

convergence of 5G’s higher speeds and 

lower latency with greater  

computing power and technology 

innovation will enable advances 

in augmented and virtual reality, 

connected and autonomous vehicles, 

industrial connectivity, and the smart 

home. A wide array of industries will be 

able to take advantage of the massive 

pipes and architectural changes that will 

enable truly ubiquitous computing.

Without a doubt, there are technology 

challenges to be overcome. For 

example, significant infrastructure 

changes will be required to deliver the 

lightning-fast data speeds required to 

enable these changes. The good news 

is that many of these challenges are 

actively being addressed and will  

be solved.

“It’s clear that 
5G is going to be 
a huge driver of 
future GDP.”
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OUT OF THE GARAGE 
AND UP THE STACK
Our goal has been to create 5G test insights, 

software, measurement, and visibility 

solutions to empower our customers to 

quickly transform themselves using 5G. To 

do that, we needed to own the complete 

technology stack. If you look at our 

business today, our solutions are built on a 

combination of hardware, software  

and people.

Keysight has been in business for more 

than 75 years, since Bill Hewlett and Dave 

Packard founded the electronic measurement 

company that would launch Silicon Valley. 

(We were part of Agilent Technologies 

when the electronic test and measurement 

business was spun off from HP in 1999, and 

then were ourselves spun off from Agilent, 

as Keysight Technologies, in 2014.) But like 

many businesses, our value has evolved from 

hardware over the years. High-performing 

hardware is still necessary, but not sufficient. 

The value and intelligence of 5G sits higher in 

the stack.  

“Whether we’re 
competing or 
collaborating with 
another organization 
depends on the day.”
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higher in the stack. 

To offer our customers scale and speed, 

we had to become more than just a 

product company; we had to offer a 

complete software-centric solution. 

To do that, we made some strategic 

acquisitions, including data technology 

companies Ixia and Anite. We recruited 

software engineers with experience in 

building these solutions. By bringing in 

fresh talent and leveraging more agile 

practices, we’re evolving the business, 

keeping pace with the future of the 

industry, and enabling cutting edge 

technologies for our customers. 

INNOVATING AT THE 
SPEED OF 5G
With interest in 5G growing in recent 

months, standardization has become 

increasingly important. If you look at the 

history of innovation, standardization 

is the enabler of scale. We’ve been 

heavily involved in the development of 

5G standards, but we also had to begin 

engineering our capabilities long before 

standards were set – and we continue 

to do so. We must solve our customers’ 

problems and be ready for them when 

they need us.

The acceleration of 5G developments 

has taken the industry by surprise. 

We made our big bet on 5G because 

we anticipated that interest would 

grow, but not necessarily as fast as it 

has. We have several customers who 

are already vying for competitive 

advantage in this space. We have 37 

publicly announced collaborations with 

everyone from chipset companies and 

device makers to service providers and 

network component manufacturers. 

The solution we’ve created allows 

us to contribute across the entire 5G 

ecosystem. We also actively participate 

in promoting research with consortiums 

and universities and work closely with 

startups that are creating new solutions 

in this space.

For many companies, their future 

existence depends upon 5G success. The 

stakes are high. However, this market is 

large enough to support a wide range of 

stakeholders working together. Whether 

we’re competing or collaborating with 

another organization depends on the 

day. With early 5G trials happening 

around the world, all the players 
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• When it comes to emerging technology capabilities  

like 5G, there can be a competitive advantage in moving 

quickly to create a dynamic and configurable service that will 

be ready when your customers are.

• The rapidly advancing 5G market is big enough to support a 

wide range of stakeholders.

• Participating in research with consortiums and universities, 

working closely with startups, and even collaborating with 

competitors is critical to creating new 5G solutions.

TAKEAWAYS

recognize that we must come together to perfect 

this technology, even as each of us maintains our 

own area of competitive advantage. There’s a 

competitive reality that we can’t get away from, 

but our ability to get our products ready for 5G will 

require collaboration and cooperation. 

As 5G implementations begin in the coming 

months, there will be a flurry of activity, 

with our customers revving up their 

technologies. It’s an incredibly 

busy time, but an incredibly 

exciting one, as we witness 

the industry compete with 

itself to innovate ever 

faster. Our goal is to continue 

to stay ahead of the curve, working 

at the frontlines of this transformation to 

make the 5G vision a reality.
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Position  
Chief Technology Officer / 
Head of Corporate Function 
Technology, Innovation & 
Sustainability

Company 
Thyssenkrupp

Works from  
Essen, Germany

Professional Background 
For the past five years, Dr. 
Achatz has been the CTO of 
Thyssenkrupp, focusing on 
technology, innovation and 
sustainability. Before that, he 
spent more than 30 years at 
Siemens. In his last ten years at 
Siemens, he served first as head 
of software and engineering 
and then as head of corporate 
research and technologies. 

Education 
Dr.-Ing. (doctorate), Engineering 
and Automation, Munich 
Technical University; Dipl.-
Ing. (undergraduate degree), 
Friederich Alexander University, 
Erlangen-Nürnberg.

Dr. Reinhold      
   Achatz
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Civilizing the 
Information 
Frontier

A heavy industry CTO 
recommends a new 
protocol that makes 
data easier to share 
but harder to steal
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“The (International Data Spaces 
Association) defines a protocol and a 
communications platform that makes it 
possible to share data in a selective way 
without losing ownership of that data.” 

“T

At this point, everyone knows that data 

can be used to create value, and the 

more data that is shared, the more value 

that can be created. However, until now, 

particularly in the business-to-consumer 

space, users have been asked to share 

that data without getting an adequate 

return. Many data-sharing platforms have 

been created, but they were designed in 

such a way that only one company really 

benefited. All social media platforms are 

based on this principle.

It was clear to us at Thyssenkrupp that 

this was not sustainable; no one will 

give away something valuable for free. 

That’s why we got involved with the 

International Data Spaces Association. 

The association defines a protocol and a 

communications platform that makes it 

possible to share data in a selective way 

without losing ownership of that data. 

The protocol allows the data supplier to 

attach a software readable contract to 

each unit of data. This contract enables 

the supplier to limit the conditions for 

the use of the data shared with a partner: 

conditions for forwarding, duration of 

use, purpose and cost. 

COIL AND TROUBLE 
Thyssenkrupp volunteered to be the first 

beta tester for International Data Spaces, 

or IDS. We decided to try it with a very 

simple, straightforward use case: the 

logistics of our steel coil delivery.

In the Ruhr area of Germany, we have 

a lot of traffic jams. In the past, our 

logistics partner had a well-defined slot 

when they had to be at our premises to 

pick up one of the coils. Unfortunately, 

most of the time they didn’t make it on 

time. Either they were too early because 

they had expected a traffic jam but it 

was not as severe as they expected, or 

they were late because there was more 

traffic than they expected. Either way, 

they spent a lot of waiting time in front 

of our gate. This blocked the approach 

road and wasted the truck drivers’ time, 

sometimes as much as an hour. This 
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created difficulties for us, too, because a 

steel coil weighs between 10 and 15 tons, 

and you can’t just run it up to the loading 

dock when the truck arrives for pickup.

Using the IDS protocol, we’re able to 

easily exchange information with the 

logistics company about the trucks’ 

location and what they will pick up, 

while protecting sensitive customer 

information associated with the 

shipments. Because we know exactly 

when a truck is arriving, we save time at 

the loading dock and we save the truck 

drivers’ time. And because the waiting 

trucks no longer block the roads, we save 

a lot of time for other people. Obviously, 

this creates savings for everybody.

Our second experiment was more 

complex and involved developing 

contracts for 3D print files. Without a 

clear protocol, it’s not so easy to share 

3D print files with everybody.  You can 

only share print files with handmade 

contracts. We wanted a way to share 

additive manufacturing files with 

partners without losing control of that 

data. Now with IDS, we can attach 

contracts to those print files that define 

the ways in which our partners can print 

those files. 
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At some point in the future, we hope to 

incorporate intelligent agents into the 

system that will be able to make a deal and 

negotiate a contract with partners who do 

not even know each other.  

We have been using a draft version of IDS, 

built on sample code written by a team at 

Fraunhofer, the German research institute, 

and supported with German government 

funding. IDS has now released its first 

minimum viable product, a standardized 

system that is available to everybody – 

and we mean everybody. Although the 

association is built on European values, 

such as data privacy and security, equal 

opportunities, and data sovereignty for 

the data’s creator, its goal is to make 

IDS a neutral global standard. And as it 

is a standard open to all members, first 

member companies are offering software 

and services based on the standardized 

protocol, as well.

Over 100 organizations from various 

industrial and scientific domains  

“Over 100 
organizations from 
17 countries are 
now involved in the 
development of IDS. 
Whether you are a 
major corporation or 
a tiny one, it would be 
to your advantage to 
get involved now.”
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in 17 countries are now involved in the 

development of IDS, both software and 

industrial companies, and we are looking for 

more members. Smaller companies are also 

definitely welcome: IDS is designed to make 

data sharing between entities safer, regardless 

of their relative size and financial power.

At the same time, the consortium is working 

with software providers to develop solutions 

based on the IDS protocols. We are talking 

to Deutsche Telekom, IBM, Atos SE, Huawei, 

HP and many others about how to use the 

system. Some smaller software companies 

are also getting involved, because they see an 

emerging opportunity in this new ecosystem. 

GET INVOLVED NOW
Whether you are a major corporation or a 

tiny one, it would be advantageous to get 

involved now, as we are still setting the 

definitions of the program. For software 

companies, it is especially important to be 

involved because software standards tend to 

be defined very quickly. On the other hand, 

the earlier that a company with data comes 

in, the better opportunity it has to build 

smart data-sharing business models.

This is a very generic standard from 

my point of view.  It can be adopted by 

everybody.  It can even be adopted for 

communication with governments. At some 

point, the architecture will make it possible 

for intelligent software agents to create 

contracts between partners. From my point 

of view, the potential is nearly unlimited.  

• Data is valuable, but until now, companies 

have often had to give it away for free.

• The International Data Spaces protocol will 

make it possible for companies to share 

information selectively.

• The standards are still being written. To 

have a say about them, companies should 

get involved now.

TAKEAWAYS

55



Q&A with 
Tom Davenport

AdvIce for 
Enterprises: Avoid 

Moonshots,  
Focus on  

Low-Hanging  
Fruit
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Business executives are making 

significant investments in artificial 

intelligence to accelerate their digital 

transformation initiatives. A Deloitte 

survey of 1,100 IT and business 

executives, conducted in the US in late 

2018, found that 37% have invested $5 

million or more in AI technologies. At 

the same time, the survey, State of AI in 

the Enterprise, 2nd Edition, found that 

fewer executives than in the past were 

confident that AI would transform their 

companies in the near term. 

One of the authors of the report, 

Tom Davenport, is the President’s 

Distinguished Professor of IT and 

Management at Babson College and 

a Fellow at the MIT Initiative on the 

Digital Economy. Davenport has been 

directly involved in the evolution of 

enterprise data and its analysis, from the 

development of early “expert systems” in 

the 1980s to automated decision making 

and knowledge management starting in 

the late 1990s to documenting over the 

last fifteen years the success of data-

driven businesses and their big data 

analytics initiatives. He has published 

numerous influential articles and 18 

books, most recently The AI Advantage: 

How to Put the Artificial Intelligence 

Revolution to Work, published by  

MIT Press.

What is the state of AI in the enterprise? 

Gil Press, a CTO Straight Talk 

Contributing Writer talked recently to 

Davenport about why there is this mix of 

optimism and caution about the benefits 

to be realized from the adoption of AI 

technologies by businesses worldwide.

Let’s start by defining what 
exactly we are talking about 
when we use the term 
“artificial Intelligence” today.
AI employs knowledge, insight and 

perception to solve narrowly defined 

tasks. We typically include in it activities 

that heretofore were done only with 

human brains. It’s not a perfect definition 

because AI also includes activities 

that go beyond the capabilities of 

human brains, like large scale data 

analysis. There are several underlying 

technologies that are typically included 

in discussions of AI, ranging from robotic 

process automation, or RPA, which at 

least up to now hasn’t been terribly 

intelligent, to very advanced methods 

of statistical analysis such as machine 

learning and its most complex form, 

deep learning.

Where in the enterprise do 
you see these AI technologies 
deployed today?
AI technologies are making an impact 

in all facets of the business 

today, externally and 

internally. For example, 

in the area of customer 

relations, enterprises 

are trying to improve 

their interactions with 

customers by using 

conversational AI. 

Capital One offers 

its customers Eno, an 

intelligent assistant that 

helps with such tasks as 

fraud alerts and balance 

inquiries. Telefonica is 

using conversational AI in 
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call centers to interact with customers 

calling to ask about their balance in their 

pre-paid accounts or to make sure they 

have international service—mundane but 

useful-to-automate kind of activities.

What about internal  
functions and activities?
IT is the most active user of AI. In the 

surveys I’ve done with Deloitte, there is 

a higher percentage of IT departments 

using AI than any other function. Now 

people call it “AIOps,” automating 

activities such as rebooting servers, 

supplying people with their passwords, 

even software testing. It’s really just 

more RPA being applied to IT, but RPA 

that is slowly getting smarter.

RPA, which used to be the dumbest form 

of AI, is getting more intelligent mostly 

when it’s integrated with automated 

machine learning. This combination of 

technologies is ushering in an era of 

many intelligent automation applications. 

It’s particularly useful for structured, 

information-intensive “swivel-chair” 

tasks, such as pulling information out of 

one system and putting it in another.

Improving and optimizing 
internal processes have 
been the focus of operations 
research for quite some time.
Indeed, but it has always been done on 

a relatively small scale, using individual 

models with only a few variables. 

Advanced machine learning helps 

companies today in taking this to the 

next level in both breadth and depth. A 

good example is the steel manufacturer 

startup Big River Steel. Working with AI 

consulting firm Noodle.ai, Big River has 

successfully applied machine learning in 

six areas: Demand prediction, sourcing 

and inventory management, scheduling 

optimization, production optimization, 

predictive maintenance, and outbound 

transportation optimization.

Most promising for Big River—and for 

other companies—is the significant 

business benefit that comes from 

integrating these applications of machine 

learning, creating an “end to end” 

optimization of the performance and 

profitability of the firm.

Have you seen any  
surprising use of AI by  
an internal function?
Yes, in Human Resources. A function that 

might have been considered a laggard in 

terms of the use of technology, especially 

a technology like AI that is just emerging, 

is doing a lot of interesting things with it.

Looking at the results of a survey I 

conducted with Oracle, I was most 

surprised by how much usage of AI 

there is in HR. When asked which types 

of analytics they were using, 31% made 

“artificial intelligence” their first choice, 

and 58% put it in their top three choices.

What exactly is HR doing  
with AI?
A variety of applications and uses: 

identifying talented individuals who 

are prime candidates for leaving 

the organization, predicting which 

job applicants are likely to be high 

performers, developing workforce plans, 

finding best-fit candidates with 

resume analysis.
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You have argued for some 
time that AI is largely an 
analytical technology and 
that, for most organizations, it 
is a straightforward extension 
of what they do with data  
and analytics.
Machine learning in particular is a highly 

statistical activity. Predictive analytics is 

very similar in the sense of predicting an 

outcome when you don’t know it. Lots of 

companies I talk to about AI are saying 

“we have been doing it for years, we just 

didn’t call it machine learning, we called 

it analytics or statistical analysis.” But 

what we see today in what we call “AI” 

are more complex types of algorithms 

and methods such as deep learning that 

people didn’t use in the past.

Another recently much-improved AI 

method, NLP, or Natural Language 

Processing, some of which is statistical 

and some of which is semantic in nature, 

we didn’t previously consider to be under  

the analytics banner. All of these new 

approaches are challenging but  

we are making good progress.

Thinking about AI as an 
extension of analytics must 
also help enterprises meet the 

challenge of the AI  
skills shortage.
I say that a lot. It’s why you want to 

combine your AI center of excellence 

with your analytics staff. Much of 

the work for both activities—AI and 

analytics—is getting the data ready and 

prepared and a lot of the technologies 

and tools are the same. But for some,  

the idea of AI as an extension of analytics 

is “hype deflating.” People want to 

pretend it’s something entirely  

new but it’s not.

What are other key challenges 
that companies implementing 
AI typically encounter?

The big challenge is scaling AI, getting 

it to production deployment. Usually, it’s 

things like retraining people, work 

redesign, integrating AI with the current 

technology architecture. All of these 

tend to slow down implementation, 

which is why you don’t see widespread 

production deployment today. It’s similar 

to what happens with analytics in many 

organizations, where lots of models are 

59



developed but not deployed. I’ve been 

telling companies to calculate their 

deployment score—what percentage 

of the models get deployed. It’s worse 

with AI, because it’s getting easier to 

generate the models but maybe even 

harder to deploy them fully.

Is the culture of the 
organization a big factor 
contributing to the difficulties 
in deployment you have 
observed?
People say “culture” but I don’t think that 

this umbrella term really helps. The real 

issues are that we haven’t done enough 

with employees to prepare them for AI, 

we haven’t thought about what their job 

would look like in the near future when 

it’s assisted by AI, and who would be a 

good fit for working in these 

new environments.

In a global survey I did with ServiceNow, 

the workers were not that concerned 

about AI taking their jobs, but they 

were concerned about not getting re-

trained, and nobody was telling them 

what their job was going to be like in 

the future. Companies need to think 

about these issues—how to prepare 

people for jobs that involve working 

closely with machines, including when 

the machine is in a supervisory role. I 

recently talked to Farmers Insurance 

and they have an AI system that tells call 

center representatives whether they are 

using simple language that’s easy for 

customers to understand and act on. As 

usual, it’s the people on the front line 

that get added supervision from new 

technologies, not senior executives.

Another challenge often 

mentioned is companies not 
having enough data to feed 
the AI algorithms.

Yes, this is an issue, especially with deep 

learning, which relies on lots of data to 

develop and train the models. I think 

this will lead to the creation of data 

clubs or associations. You are starting 

to see different groups come together 

to combine their data sets in specific 

domains. For example, radiology images 

where a group of hospitals combine 

their data to use it for training their deep 

learning models.

Given all these challenges, 
what’s your number one 
advice to enterprises 
considering or experimenting 
with AI?
Avoid moonshots and focus on the low-

hanging fruit. Singapore-based DBS 

Bank, the largest bank in Southeast 

Asia, tried to use IBM Watson to make 

investment recommendations to the 

bank’s relationships managers and their 

customers. They failed. The technology 

wasn’t quite ready for this ambitious 

task. But they had great success with 

applying AI to smaller tasks such as 

knowing when the ATM is going to 

run out of cash, predicting the churn 

of salespeople, and detecting fraud 

in trading. Each one of these is not 

dramatic, but if you combine them in a 

specific area of the business they could 

end up being transformational.

What do you see happening 
with enterprise AI in the  
near future?
We will see AI applied in the context of 
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more strategic questions—how do we 

plan, how do we match demand and 

supply, the type of issues and decisions 

that are not highly repetitive. It has been 

easier to start by applying AI to address 

and improve repetitive tasks, but now it’s 

time to tackle less frequently performed 

but more strategic questions.

In addition, a lot of the AI technologies 

that are now stand-alone are going to 

be merged and almost all applications 

will be a combination of them. RPA is 

an example—it is increasingly going to 

be combined with deep learning. There 

will be a lot of AI pieces to choose from 

and they will be integrated. A lot of 

companies will find it appealing to buy AI 

capabilities from their existing vendors—

Salesforce is betting on it in a big way. 

Users will not think about AI as a new 

and separate application because it will 

be integrated with other  

enterprise software.
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As the cover article in this issue makes clear, 

edge computing is about to have a huge 

impact on business and our lives. Among 

other benefits, edge computing enables the 

nearly real-time processing and application 

of data generated by the Internet of Things. 

This will have an effect on everything from 

agriculture to autonomous vehicles.

The rapid analysis of IoT-generated data at 

the edge of a network will result in greater 

use of that data. The relative ineffectiveness 

of cloud computing analytics, currently the 

norm, is highlighted by the fact that 90% of 

enterprise data is unused.

Could edge computing also play a role in 

better managing COVID-19 and 

future pandemics? 

Clearly, the Internet of Things on its own 

offers tremendous potential to combat a 

pandemic. For example, smartphones and 

location-based apps could automate the 

massive task of contact tracing to minimize 

the spread of a virus. IoT devices could 

facilitate the rapid deployment of pop-

up testing sites and temporary treatment 

centers. Optimizing supply chains through 

sensor-generated data could help prevent 

shortages of essential goods such as surgical 

masks, ventilators and testing kits. 

But edge computing – processing IoT data 

near its source, without having to send it all 

the way to the cloud for analysis – could help 

battle and manage a pandemic in 

additional ways. 

Identifying hot spots while protecting 
patient data. Symptoms such as fever or 

coughing among a cluster of individuals 

can provide early warning of a coronavirus 

outbreak. Sensors that constantly monitor 

people’s temperature or other vital signs in 

places like nursing homes could generate 

data that would help track outbreaks locally 

and across the country. Processing that data 

locally, then encrypting it before sending 

it on to a national database in the cloud, 

would limit the dissemination of personally 

identifiable information to a small local 

network. 
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Enabling delivery of vital goods to remote 
locations. Drones have reportedly been used 

to enforce quarantine restrictions in Spain 

and, using thermal imaging technology, 

detect from the air people with a fever in 

China. But they may be of greatest use during 

a pandemic in quickly getting medication 

or other supplies to remote or dangerously 

infected areas. One stumbling block is the 

inability to accurately guide a drone beyond 

the pilot’s line of sight. A network of micro 

data centers would provide the constant 

connectivity and real-time processing of data 

that would enable a remote pilot to precisely 

direct a drone to a distant destination. 

Protecting medical networks from 
cyberattacks. In recent years, hospital 

systems – including Britain’s entire National 

Health Service – have been conspicuous 

victims of cyberattacks, which could be 

disastrous during a pandemic. Micro data 

centers on the edge, which would allow 

medical data to be processed and stored 

locally, without the need to connect to the 

Internet, could provide an extra  layer of 

protection against such attacks. 

Monitoring social distancing. Edge 

computing’s ability to process large amounts 

of data in near-real time could be married 

with computer vision technology to help 

maintain social distancing in, for example, a 

retail setting. Cameras could automatically 

detect, across all the stores in a big-box retail 

chain, places where people were crowding 

too closely together. But processing the 

large amount of data generated by such 

cameras and immediately sending an alert 

to a particular store would require significant 

computing power nearer than the servers of 

a public cloud. Micro data centers could do 

this in locations close enough to the chain’s 

stores to offer low-latency connections but 

without the need to run expensive servers in 

each location. 

Making WFH W(Productively)FH. One of the 

high-profile byproducts of the coronavirus 

pandemic has been remote work – the 

shift from employees working in an office 

to working from home. And WFH, as this 

phenomenon is known, seems likely to 

remain widespread, even after the pandemic 

recedes. But among the numerous challenges 

in making remote work productive work 

is the demand that countless additional 

remote devices and data-heavy apps put on 

a network. For example, facial recognition 

software requires that an algorithm be run 

through cloud-based services. 

Edge computing technology would allow 

a local edge server to run the algorithm 

much more quickly, improving the network 

performance for remote workers. 

Clearly, these examples represent a 

narrow slice of the ways in which edge 

computing can benefit business and society. 

The ability to deliver nearly real-time 

analysis of IoT data opens up a wide range of 

opportunities, from increased productivity to 

entirely new business models.

But in their variety, these examples of how 

edge computing could ameliorate the 

scourge of a pandemic suggest the 

scope of that potential.

***
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